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Abstract

Improvements at the physical network layer have en-
abled technologies such as 10 Gigabit Ethernet. Single core
end-systems are unable to fully utilise these networks, due
to limited clock cycles. Using a Multi-core architecture is
one method which increases the number of available cycles,
and thus allow networks to be fully utilised. However, us-
ing these systems creates a new set of challenges for net-
work protocol processing, for example, deciding how best
to utilise many cores for high network performance.

This paper examines different ways the cores of a multi-
core system can be utilised, and, by experimentation, we
show that in an eight core system deciding which cores to
use is important. In one test, there was a 40% discrep-
ancy in CPU utilisation depending on which cores were
used. This discrepancy results from the resources each core
shares, an example being the multi-hierarchy CPU caches,
and to which bus the processors are connected.

1 Introduction

The rapid growth of the Internet and improvements in
distributed computing has made efficient communication
an increasing concern to the network researcher. Research
has continually improved the speed at which networks can
transfer data. Advances in microprocessor performance
have always allowed processors to match this increasing
speed. However, as we approach the limits of uni-processor
performance [1] new techniques are required within the
end-host. Multi-core architectures have the potential to
match the improvements made by the network.

Multi-core systems allow the network and application
processing to be executed concurrently on different cores.
Utilising multi-core systems therefore creates a new set of
challenges for network protocol processing. One of these
challenges, for example, is to decide which core should ex-

ecute the application and which core should perform the
network processing. When all the processing takes place
on a single-core, only one core’s clock cycles are available.
If both the network processing and application processing
are executed on different cores then the available clock cy-
cles are increased. However, performance does not scale
linearly with clock cycles because cores must contend for
shared resources. Examples of these resources include sys-
tem devices, such as network adaptors, and shared memory.

This paper therefore evaluates which core combinations
should be used by the application and network processing.
Any factors that may affect performance are considered, for
example, locks, shared caches and available CPU cycles are
all considered. This evaluation is done using two different
experiential setups. The first provides an in-depth analysis
of the performance bottlenecks and the second extends the
first by utilising higher throughput scenarios.

1.1 Terminology

Within this paper we refer to different parts of a proces-
sor using the following terminology:

Processor A single physical entity which includes one or
more multiple dies.

Die An integrated circuit upon which at least one core may
be placed alongside other components, such as cache,
bus interface, etc.

Core A core is a computational unit with the ability to ex-
ecute instructions.

1.2 Goals and Aims

This paper has the following goals:

• Evaluate where the network and application processing
should be executed to provide the best performance
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• Highlight and explain processing bottlenecks

• Suggest potential improvements that can be made in
software and hardware design to provide better net-
work performance

1.3 Organisation

Related work in the area of scalable network protocol
processing is introduced in the following section. After this,
we layout our methodology in Section 3 which includes the
experimental setup along with the hardware used. The eval-
uation of the results of these experiments is then shown in
Section 4. Future work is discussed in Section 5. Conclu-
sions finish the paper in Section 6.

2 Related Work

To fully utilise a multi-core system, a mechanism for as-
signing network processing to specific cores is needed. Re-
ceiver Side Scaling (RSS) is one such mechanism which al-
lows the operating system to choose which core receives the
network interrupt for each packet [2]. This is facilitated by
an indirection table stored within the network adaptor which
maps tuples to cores. The tuples consist of the source and
destination addresses as well as source and destination ports
when using UDP or TCP. This ensures that all interrupts for
a specific tuple are executed by a specific core. RSS could
also be used to ensure that packets are processed on the core
which is executing the application the packets are destined
for.

There are several software approaches to ensure both
networking and application processing are executed on the
same core. Jacobson et al. discusses the concept of netchan-
nels [3]. A netchannel is a circular buffer which connects
the network drivers directly to an upper layer. In one exam-
ple, the driver is connected directly to the socket layer. This
allows most processing to be executed in the same context.
An extension to this is to use a user-space network stack.
This allows the driver to connect directly to a network li-
brary in the application’s context. Hence, both network and
application processing will be executed on the same core.
Rearranging the software protocol architecture to use user-
space stacks provides many other benefits [4].

One of the aims of this paper is to decide which core
should execute the network protocol code. It has been
shown previously that incorrect use of multi-core sys-
tems can negatively affect the network processing perfor-
mance [5]. However, Foong et al. show that correct use of
a multi-core system can provide a performance increase of
29%. This increase is achieved by splitting the network sub-
system into logical blocks [6] which could then be executed
on different cores. Foong et al. show the best configuration
is when all the blocks are executed on the same core.

Figure 1. Diagram showing which cores the
Linux networking stack is executed on

To scale to high bandwidth networks, servers must re-
duce their CPU utilisation. Mogul and Ramakrishnan [7]
show that excessive interrupts caused by high network loads
prevent other processes from executing. This is because in
many operating systems interrupts have the highest priority
and can easily take a large portion of the CPU time. This is
known as receive livelock.

Several techniques have aimed to reduce the number of
interrupts. Interrupt moderation, as performed by the net-
work adaptor, reduces the number of interrupts by delaying
their delivery. This allows multiple packets to be batched
together in a single interrupt, at the cost of increased packet
latency [8].

Polling removes interrupts entirely by forcing the operat-
ing system to continually query the network adaptor for new
events (such as an incoming packet). This can be costly if
there are few packets arriving. However, as more packets
arrive, the per-packet cost goes down [7]. Hybrid solutions
exist where interrupts and polling techniques are used to-
gether.

3 Methodology

A series of experiments were run to study the effects of
multi-core systems on network processing. In each experi-
ment, the CPU affinities (i.e. which processor executes the
process or thread) of the application and the network pro-
cessing were set. To understand how this was achieved, the
Linux network stack must be understood. Figure 1 depicts
the sequence of events for an incoming packet. When a
packet is received by the network adaptor, a hardware in-
terrupt is raised. The core which executes this interrupt
is decided by the Advanced Programmable Interrupt Con-
troller (APIC). To minimise the time spent executing the
hardware interrupt, the network processing is deferred to be
executed later in a software interrupt (SoftIRQ). SoftIRQs
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Figure 2. Intel Clovertown Diagram showing
how all the processors are connected

have a strong CPU affinity requiring them to be executed
on the same core as the original hardware interrupt. Thus,
to set the affinity of the network processing, the APIC is
configured to raise interrupts on a specific core only. Once
the SoftIRQ has finished processing the packet, the content
of the packet is queued in the socket layer and the appli-
cation is signalled. The content is then dequeued from the
socket layer by the application. The application’s affinity is
set by a configuration parameter of the operating system’s
scheduler.

The experiments were conducted on two Dell Pow-
erEdge 1950 machines running the 2.6.24 version of the
64 bit Linux kernel. Each machine was equipped with two
quad core Intel Clovertown processors running at a clock
rate of 2 GHz. There are a total of eight processing cores
per machine. Each core has 64KB of Level 1 (L1) cache
(32KB for data and 32KB for instructions). Every pair of
cores shares a 4MB Level 2 (L2) cache. Figure 2 shows
the cache hierarchy of these machines as well as how the
processors were connected to the main memory.

Within our experiments four possible scenarios were
identified: same core, same die, same processor and same
computer. In each scenario the application and network
processing share different resources. Figure 2 is used to
help explain the different scenarios. In the same core case,
both the SoftIRQ and application have the same CPU affin-
ity and thus share the L1 cache, i.e. both tasks are excuted
on core 1. Same die forces the application to be executed
on a different core from the SoftIRQ with both cores shar-
ing an L2 cache, i.e. core 3 is used for the applications
core and core 1 is used for the network processing. Same
computer and same processor are cases where the applica-
tion and SoftIRQ do not share any level of the cache hierar-
chy. However, same processor uses two cores which reside
within the same processor i.e. cores 1 and 5, whereas same
computer uses two cores which are on different processors,
i.e. cores 1 and 2.

One of the test machines was the client and the other
was a server. TCP connections were established between
the client and server. Data was then sent from the client
to the server at specific bit rates. To avoid fragmentation
the TCP message size was set to 1448 (the maximum seg-
ment size). To obtain a constant message size, Nagle’s algo-
rithm [9] was disabled. To simulate application processing
at the server, each byte of the received packet was summed
together. Several metrics were recorded on both the client
and server. The number of connections established was var-
ied based on the experiment.

These experiments were split into two groups: single
connection tests and multiple connection tests. In the sin-
gle connection test a virtual bonded interface [10] was used
to increase throughput. The virtual interface consisted of
a pair of network adaptors on each machine which were
bonded at the Ethernet level. The machines were connected
with two point-to-point Ethernet cables. To avoid problems
caused by the virtual interface, the TCP reordering sysctl
parameter was changed from 3 to 127. Bonding the four
adaptors allowed for a maximum throughput of 2 GBps.

In the multiple connections tests, four identical network
adaptors on each machine were connected using point-to-
point links. Four servers were created on one machine and
four clients on the other. A TCP connection was established
between each pair of client and server. This allowed for a
maximum throughput of 4 GBps, but with each TCP con-
nection limited to 1 GBps.

Hardware events, such as the number of cache requests,
were collected using OProfile [11], which utilises the CPU’s
hardware performance counters. General hardware perfor-
mance, such as memory latencies, was recorded using LM-
bench [12]. Various operating system lock metrics, such as
the duration to acquire a lock, were measured with lock-
stat, a feature of the Linux kernel. Mpstat was used to
record the CPU utilisation. All the experiments were run
with a custom built network benchmark tool called thread-
netperf. This tool creates one thread for each CPU core exe-
cuting a server and one thread for each CPU core executing
a client. These threads are created with specific CPU affini-
ties to ensure they only execute on the appropriate core. The
server and client threads can then accept or create multiple
TCP/UDP connections managed by the BSD socket func-
tion select.

Only two hardware performance counters could record
simultaneously because of limitations with OProfile and the
CPUs. Therefore, the experiments were repeated with dif-
ferent performance counters enabled to collect data for all
the required metrics. We ran a minimum of five iterations
for each experiment. When six pairs of performance coun-
ters were measured, a total of thirty iterations occurred. Pre-
liminary tests were run to determine the optimal duration
and OProfile sampling rates for each experiment. These
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Figure 3. Requested goodput versus actual
goodput
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Figure 4. Total percentage of CPU consumed
per core for different goodputs

test showed that runs of 30 seconds were sufficient, as there
were no statistical differences for longer durations.

4 Evaluation

This section evaluates the performance and identifies the
bottlenecks of network protocol processing within a multi-
core system. Each graph within this section has error bars
showing a 95% confidence interval for the metric being re-
ported.

A common measure of networking performance is good-
put, i.e., the number of bytes received by the applica-
tion over a specific duration. Figure 3 shows the aver-
age achieved goodput versus the requested goodput (offered
load) for the single connection scenarios discussed in the
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a different goodputs

Section 3. As the requested goodput increases, so does
the actual goodput, until the system can not sustain the re-
quested rate. It is worth noting that all tests peak at the same
requested rate, indicating that the combinations of CPUs are
not the bottleneck.

To investigate CPU usage, Figure 4 shows the server’s
CPU utilisation versus the requested goodput. This figure is
a sum of each core’s percentage usage and, therefore, if two
of the eight cores are 100% utilised then a value of 200%
would be displayed.

It can be seen that the same core scenario uses the least
CPU cycles whilst achieving the same goodput as all other
cases. Interestingly, the three cases which use two differ-
ent cores exhibit different amounts of total CPU utilisation.
This discrepancy is explained later by which resources each
CPU shares.

In all cases Figure 4 shows an increase in CPU utilisa-
tion until a requested goodput of roughly 80 MBps. Here,
the CPU utilisation drops and later picks up. This is ex-
plained by Figure 5 which displays the number of inter-
rupts per second verses the requested goodput. The CPU
utilisation drops when the number of hardware interrupts
per second decreases. The reduction in interrupts is caused
by Linux’s interrupt mitigation technique, known as New-
API (NAPI) [13]. NAPI disables network interrupts and
polls the network adaptor. Interrupts are re-enabled when
no more packets are available in the network adaptor, or
there is no remaining buffer space within the network stack.

4.1 CPU Caches

Referring to Figure 2 it can be seen that cores share dif-
ferent caches. Each core has its own L1 cache, and cores
within the same die share an L2 cache. If data is not in the

4



 0.008

 0.009

 0.01

 0.011

 0.012

 0.013

 0.014

 0.015

 50  100  150  200  250  300

L1
 D

at
a 

M
is

s 
R

at
e

Requested Goodput (MBps)

Same computer
Same processor

Same die
Same core

Figure 6. Level 1 cache miss rate for different
goodputs

local cache, the data must be copied from the cache a level
above. This process repeats until data is found, or no level
of the cache contains the data and it is requested from main
memory. Main memory accesses are one order of magni-
tude slower than L2 accesses and two orders slower than L1
cache accesses. For example, in our system a single main
memory access will take 187.8ns, a typical L2 cache access
7.054ns but a L1 data cache access only takes 1.504ns.

Within this section, we show the cache miss rate for dif-
ferent levels of the cache hierarchy versus the requested
goodput. The cache miss rate is the number of cache lines
which are fetched in to that cache divided by the number of
completed instructions. Completed instructions which do
not touch memory are also counted. Thus, the cache miss
rate may be higher than shown. A high value for this met-
ric indicates the cache is not being utilised well and there-
fore spends time fetching from a higher cache level or main
memory.

Same core has the lowest CPU utilisation. One reason
for this can be seen in Figure 6 which shows the L1 data
cache miss rate. As the SoftIRQ and server application are
executed on the same core, packet data will reside within
the L1 cache and, therefore, the L1 will be utilised more
efficiently. Because the hardware archiecture does not allow
the other combinations of cores to share an L1 cache there
is a higher L1 miss rate. As expected these combinations all
have a similar miss rate.

The next lowest CPU utilisation is observed in the same
die case. This is caused by the two cores sharing an L2
cache. Sharing the L2 cache allows the same die to avoid
reading and writing to main memory. This is shown by a
lower L2 miss rate in Figure 7.

The final two cases are same processor and same com-
puter. Neither of these cases share any level of cache and
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thus have similar miss rates as again seen in Figure 6 and
Figure 7. Therefore, there must be another reason for the
discrepancy in CPU utilisation shown in Figure 4.

4.2 Front Side Bus

The same processor and same computer combinations
do not have any shared cache, yet their performance differs.
This can be attributed to additional front side bus (FSB) traf-
fic, as shown in Figure 8. To ensure that the memory loca-
tions stored in each core’s cache are coherent, Intel uses the
MESI protocol [14]. This requires messages to be broadcast
over the FSB to all other cores, for each main memory read
or write. On each write request, other cores must invalidate
any locally cached copies of the written location. On reads
from main memory, the other cores may opportunistically
reply on behalf of the main memory if the read location ex-
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ists in their cache. These coherency messages account for
most of the bus traffic.

Recalling Figure 2, there are two front side buses (FSBs)
in our test machines, one for each processor. These buses
are connected via the Northbridge (in our case the Intel
5000X MCH chipset) which serves as an arbiter for main
memory and other devices. Typically the Northbridge will
forward all broadcasts from one FSB to the other, but, to
minimise traffic, the Intel 5000X MCH includes a snoop fil-
ter. The snoop filter keeps track of which memory locations
are cached behind each FSB and filters the traffic appropri-
ately therefore not forcing the processor to response to un-
necessary snoop requests. This filtering reduces the FSB
traffic by 10% when both cores share a bus and therefore
allows the CPU to be more efficiently utilised.

.

4.3 Multiple Connections

All previous experiments used a single server with one
TCP connection between the machines. We now extend
these experiments to use four network adaptors on each
machine, connecting them with point-to-point links. One
machine creates four servers whilst the other four clients.
TCP connections are then established between the clients
and servers and data sent at specific bit rates. The reason
for this second experimental setup is two-fold. Firstly, us-
ing four cards we can examine the bottlenecks shown in
the previous section using higher throughput. Secondly,
with the extreme cost of 10GbE network cards, at the time
this experiment was performed, many server administrators
may attempt increase network throughput by using many,
cheaper, 1GbE cards and thus this scenario is likely to oc-
cur in reality.

In all scenarios the interrupts, and thus the network pro-
tocol processing for all four adaptors, were assigned to a
single core. The core on which the servers are executed was
decided by the type of scenario. We use the same set of
scenarios as the previous experiments, i.e. same core, same
die, same processor and same computer.

Recalling the single TCP connection experiments, all
scenarios achieved the same maximum throughput. How-
ever, in the multiple connection experiments, no scenarios
reached the network’s maximum throughput. We can see
from Figure 9 and Figure 10 that the maximum goodput is
limited by the CPUs becoming fully utilised. The same die
scenario attains the best goodput because of the benefits of
the L2 cache. There was a 10 MBps difference between the
same processor and same computer scenarios. This differ-
ence is again to attributed to a lower bus utilisation. Finally,
the same core scenario is the worst, reaching only 40% of
the goodput of the same die scenario.

Clearly, a single core could not process packets at a fast
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Figure 9. Requested goodput versus actual
goodput for multi-connection tests

enough rate. Interestingly, the maximum rate the same core
scenario did achieve was 15% lower than in the single con-
nection experiments. Figure 11 and Figure 12 explains this
decrease. Recall that as the number of packets per sec-
ond increases, so does the number of interrupts. Eventu-
ally, Linux’s interrupt mitigation technique begins to poll
the adaptor to reduce the number of interrupts. Figure 12
shows that in all except the same core scenario the inter-
rupts are mitigated.

Figure 11 shows the average number of packets received
per interrupt versus request rate. In the two-core scenar-
ios between 30 and 40 packets were received per interrupt.
However, the same core scenario managed only 2 packets
per interrupt. Recall that when using interrupt mitigation,
the network stack will receive packets until there are none
remaining in the network adaptor or the network stack’s re-
ceive buffer is full. We noted in the same core scenario that
the application could not remove data from this buffer faster
than the packets arrived. This is because the application is
continually context switched by a higher priority interrupt.
In contrast, the applications in the two-core scenarios were
able to consume the buffer faster than it was filled. This is
because the interrupt handling was not executed on the ap-
plication’s core and thus fewer context switches occurred.

Figure 11 shows the average number of packets received
per interrupt versus request rate. In the two-core scenar-
ios between 30 and 40 packets were received per interrupt,
however, the same core scenario managed only 2 packets
per interrupt. Recall that interrupt mitigation will receive
as many packets as available in the network adaptor or until
the network stack’s receive buffer is full. We noted in the
same core scenario that the application could not remove
data from this buffer faster than the packets arrived. This
was a result of the application continually being context-
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switched by a higher priority interrupt. In contrast, the ap-
plications in the two-core scenarios were able to consume
the buffer faster than it was filled. This was because the in-
terrupt handling was not executed on the application’s core
and, thus, fewer context switches occurred.

4.4 Locks

Linux’s lockstat was used to record many different oper-
ating system locking metrics including wait time. Wait time
is how long a task waits before acquiring a lock. A higher
value indicates that the shared data or device is highly con-
tended for. We find that in the absolute worst case in any of
the experiments, the effect of waiting for locks is less than
0.02% of the experiment duration. This suggests that the
Linux networking stack has been optimised for concurrent
access in our experimental workload.

4.5 Summary

Using a single core to process both the application and
network code is the optimal solution for lower throughputs.
As the number of packets per second increases, a single core
cannot process packets fast enough and therefore two cores
should be used. We show that using two cores changes the
performance dramatically. The best pairs of cores are those
which share the fastest resources, for example, the level 2
cache.

5 Future Work and Discussion

Throughout our experiments, we have combined two or
more gigabit-per-second (Gb/s) network adaptors to simu-
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late higher speed networks. Our tests will be made against
10 Gb/s hardware adaptors as they become more ubiquitous.
These adaptors may reduce the CPU load by implementing
greater levels of interrupt mitigation.

Whilst this study highlights the number of bottlenecks
that exist for network protocol processing within a multi-
core environment, it has not yet addressed two important
questions: how can the knowledge of the different bottle-
necks be used to design faster and more efficient networked
systems, and how does this work apply to other research
efforts. Used in conjunction with other techniques such as
RSS [2] the results of this paper could be used to design
an adaptive network scheduler which forces the application
and network protocol processing to take place on the most
appropriate core(s). For example, deciding whether to use

7



one or more cores is an important consideration in mod-
ern servers where power consumption is a major cost. Our
results show that when network throughput demand is less
than 1.5GB/s, a single core is more than adequate and there-
fore the network scheduler should use RSS to force the net-
work protocol processing and application processing to take
place on the same core.

6 Conclusions

In this paper we have shown the effects of executing ap-
plication and network processing on different cores within a
multi-core system. We show that due to advantages gained
by L1 caches, executing both the application and network
processing on the same core is sufficient to support transfer
rates of up to 1.5GB/s. Moreover, using more than one core
is detrimental because it actually increases the total CPU
utilisation without increasing the transfer rate.

With higher transfer rates one core can no longer process
packets fast enough and therefore a pair of cores is needed.
In this pair, one of these cores should be used for the appli-
cation processing and the other for the network processing.
Performance of different pairs of cores vary depending on
whether they share resources such as caches. Thus choosing
the right pairs of cores to execute application and network
code is important. We have shown that choosing the wrong
pair of cores can decrease performance by over 40%. This
figure is likely to increase as systems incorporate a higher
number of cores.

References

[1] V. Agarwal, M. S. Hrishikesh, S. W. Keckler, and
D. Burger, “Clock rate versus IPC: The end of the road
for conventional microarchitectures,” SIGARCH Com-
puter Architecture News, vol. 28, no. 2, pp. 248–259,
2000.

[2] M. W. Paper, “Scalable networking: Eliminating
the receive processing bottleneck introducing rss,”
http://www.microsoft.com/whdc/device/network/
NDIS RSS.mspx, 2004.

[3] V. Jacobson and B. Felderman, “A modest proposal to
help speed up & scale up the linux networking stack,”
Proceedings of Linux Conference Australia (LCA), pp.
23–28, January 2006.

[4] M. Faulkner, M. Jakeman, and S. Pink, “Architec-
tural implications of performing network protocol pro-
cessing closer to the application,” in Proceedings of
the International Symposium on Performance Eval-
uation of Computer and Telecommunication Systems
(SPECTS), 2007.

[5] S. P. Bhattacharya and V. Apte, “A measurement study
of the linux TCP/IP stack performance and scalability
on SMP systems,” in Proceedings of the First Inter-
national Conference on COMmunication System soft-
WAre and MiddlewaRE (COMSWARE). IEEE, 2006.

[6] A. Foong, J. Fung, and D. Newell, “An in-depth analy-
sis of the impact of processor affinity on network per-
formance,” in Proceedings of the 12th IEEE Interna-
tional Conference on Networks (ICON), 2004.

[7] J. C. Mogul and K. K. Ramakrishnan, “Eliminating
receive livelock in an interrupt-driven kernel,” ACM
Transactions on Computer Systems, vol. 15, no. 3, pp.
217–252, 1997.

[8] R. Prasad, M. Jain, and C. Dovrolis, “Effects of inter-
rupt coalescence on network measurements,” in Pro-
ceedings of the Passive & Active Measurement Work-
shop (PAM), ser. Lecture Notes in Computer Science,
C. Barakat and I. Pratt, Eds., vol. 3015. Springer,
2004, pp. 247–256.

[9] J. Nagle, “RFC 896: Congestion control in IP/TCP
internetworks,” January 1984. [Online]. Available:
ftp://ftp.internic.net/rfc/rfc896.txt

[10] T. Sterling, D. Savarese, D. J. Becker, J. E. Dorband,
U. A. Ranawake, and C. V. Packer, “BEOWULF:
A parallel workstation for scientific computation,” in
Proceedings of the 24th International Conference on
Parallel Processing (ICPP), 1995, pp. 11–14.

[11] http://oprofile.sourceforge.net/.

[12] http://www.bitmover.com/lmbench/.

[13] J. H. Salim, R. Olsson, and A. Kuznetsov, “Beyond
softnet,” in Proceedings of the 5th annual conference
on Linux Showcase & Conference (ALS). Berkeley,
CA, USA: USENIX Association, 2001, pp. 18–18.

[14] M. S. Papamarcos and J. H. Patel, “A low-overhead
coherence solution for multiprocessors with private
cache memories,” in Proceedings of the 11th annual
international symposium on Computer architecture
(ISCA). New York, NY, USA: ACM, 1984, pp. 348–
354.

8

http://www.microsoft.com/whdc/device/network/NDIS_RSS.mspx
http://www.microsoft.com/whdc/device/network/NDIS_RSS.mspx
ftp://ftp.internic.net/rfc/rfc896.txt
http://oprofile.sourceforge.net/
http://www.bitmover.com/lmbench/

	1 Introduction
	1.1 Terminology
	1.2 Goals and Aims
	1.3 Organisation

	2 Related Work
	3 Methodology
	4 Evaluation
	4.1 CPU Caches
	4.2 Front Side Bus
	4.3 Multiple Connections
	4.4 Locks
	4.5 Summary

	5 Future Work and Discussion
	6 Conclusions

